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Introduction to M256 taster material 

These materials have been designed to give you an appreciation of what it is like to study 

M256. They contain 

• some information about the course (Section 1). See also the description on the 

Courses and Qualifications website at 

http://www3.open.ac.uk/courses/bin/p12.dll?C01M256; 

• an M256 study calendar (Section 2); 

• an extract from one of the M256 study units and an associated exam-style 

question and solution (Section 3); 

• some other shorter extracts of material from the course (Section 4). 

You should note that these are draft materials, produced during recent course production, and 

they may change before the final course texts are published. However, browsing through 

them should help you to gain an appreciation of the level of the course, its general style and 

approach, some of the topics covered, and the time you may need for studying. 
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1 What M256 is like 

Studying M256 

M256: Software Development with Java is a level 2 course, which provides an introduction to 

object-oriented software development.  

As can be seen from the Study Calendar the course is spread over about nine months and is 

delivered through fourteen study units. Each unit consists of explanatory text with many 

examples, and self-assessment questions and exercises for you, as a student on the course, 

to complete. Within each unit, you may also be directed to other course components such as 

the M256 Handbook and the course software, NetBeans, for which full instructions are 

provided. 

Also spread through the course are a number of assignments (TMAs) for you to complete by 

dates specified on the Study Calendar.  

As an estimate, you might expect to spend about eight or nine hours a week on your studies, 

on average, including the time required to prepare your answers to the TMAs (the actual 

length of time needed to study the course will of course vary between individuals). The Study 

Calendar sets out the expected pace of study however, if you can, it is very sensible to get 

ahead with the course so that you will be better able to deal with any subsequent problems. 

You will be sent the following course materials. 

• 14 printed units 

• The M256 Handbook – a reference document recording aspects of the 

development of the example systems in the course units 

• The NetBeans Guide 

• CD-ROMs containing the NetBeans software, and the course-specific software. 

M256 has a website to which you will need to refer regularly throughout the course. You will 

use the website for activities such as 

• downloading additional materials: notably the TMAs, the specimen examination 

paper, the course glossary and index 

• downloading software updates 

• reading latest course news 

M256 is a level 2 course and therefore you are expected to be able to work as an 

independent learner. In particular, you should have already developed some appropriate 

study skills, such as organising your own time, effective reading of materials and writing clear 

answers to assignments. It is assumed that you have experience of Java and it is particularly 

important that you ensure you have the pre-requisite Java knowledge and experience. 

M256 content 

Overview 

M256 is about developing software – following a process that helps the software developer 

progress from a, potentially, vague initial idea about a software system suitable for performing 

certain tasks, to a complete working system (and beyond). There are many different 

approaches to developing software, some of which we describe early in the course. However, 

M256 does not set out to teach you about different approaches per se. Rather, our focus is on 

concepts, techniques and activities that are common to a wide variety of approaches. To 

impart these ideas in a lively and informative way, we will apply them to the development of 

small example systems throughout the course. At the end of the course you should feel a 
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sense of satisfaction in seeing a working system in whose development you have 

participated. 

M256 gives a solid grounding in using the Unified Modelling Language (UML) as a tool in 

software development, though it does not purport to stick rigidly to the current UML 

specification (2.0). The course does not introduce the Object Constraint Language (OCL). 

M256 touches on aspects of professional software development in teams. It does not require 

you to participate in group working though there will be electronic forums in which you can 

participate if you wish. 

 

M256 structure 

The course is divided into blocks and units of printed material, as follows. 

Block 1 

Block 1 begins by introducing the common phases of object-oriented software development, 

taking an introductory look at how these phases can be combined to form different software 

development methods. Requirements specification is introduced as an initial development 

phase followed by the creation of an initial model of the software structure, incorporating 

elements such as class diagrams and invariants. The unit titles are as follows. 

Unit 1   Introduction to software development 

Unit 2   Requirements specification 

Unit 3   Creating a conceptual model 

Unit 4   More conceptual models 

 

Block 2 

Block 2 sets the scene for object-oriented design by introducing ideas relevant to the design 

and implementation of component-based software. Generic ideas such as cohesion and 

coupling are discussed, as well as the role of object-oriented concepts such as encapsulation, 

and of Java-specific concepts such as access modifiers. The block then looks in detail at 

deciding how a system will work, employing sequence diagrams to create and compare 

different designs. The unit titles are as follows. 

Unit 5   Component-based software development 

Unit 6   Core system designs  

Unit 7   Design decisions 

Unit 8   Designs in action 

 

Block 3 

Block 3 shows how to take the designs for a system and use them as a basis on which to 

implement and test the system. Some key ideas in human-computer interaction are also 

introduced. 

Unit 9 Detailed design  

Unit 10 Coding and testing  

Unit 11 Human-computer interaction 
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Block 4 

Block 4 pursues the concept of graphical use interface (GUI) development and in particular 

develops GUI designs for the example systems. Java event handling and GUI facilities are 

reviewed, and simple GUIs are constructed using NetBeans’ design facilities. 

Unit 12 User interface design 

Unit 13 Building user interfaces 

Unit 14 Pursuing software development 

Assessment 

M256 assessment has two components: 

• continuous assessment via tutor-marked assignments (TMAs); 

• an end-of-course examination. 

These are of equal weight in determining your overall course result. In order to pass M256 

you need to achieve an average of at least 40% on the TMAs and an exam score of at least 

40%. 

TMAs 

Working on the TMAs will allow you to review the course material, and practise and 

consolidate your knowledge and skills.  

The TMA documents themselves will become available from the course website during the 

course. There are four TMAs, each of which may involve some practical computing work. 

TMAs are submitted electronically via the Open University’s eTMA system.  

You are expected to complete all of the TMAs. However, if you miss or do badly in one of 

them then you are allowed a ‘substitution score’, calculated as a weighted average of all your 

scores for the course. TMA 01 is split into two parts, to be submitted at different times (see 

the Study Calendar). This is so that your tutor can give you some early feedback on your 

progress. 

Exam 

The end-of-course examination will consist of a three hour unseen paper, potentially covering 

the entire course.  

A specimen examination paper and solutions will be made available on the course website, to 

show you the format of the examination and to give you an opportunity to practice answering 

exam-style questions.  

You will be sent information about the examination time, date and venue later in the course. 

Diagrams 

M256 is rich in diagrams – known as UML diagrams - used to illustrate the models employed 

during software development.  

To help you produce such diagrams, for example when working on TMAs, we believe you will 

find it helpful to use Violet, a small application that can quickly and easily produce UML 

diagrams of the types required on M256. It is open source software and has limited 

functionality, but it has considerable advantages for the kinds of diagrams relevant to M256. 

The Violet software is supplied to you as part of the course materials, along with a short guide 

to its use.  

Alternatives to Violet, such as using the drawing facilities in a word-processing package or 

scanning in hand-drawn diagrams have drawbacks, though you can use any means 

compatible with the eTMA system for producing diagrams. If you are partially sighted then we 
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can provide you with textual equivalents to the diagrams presented in the course materials, 

and with instructions for working with and producing textual equivalents. 

Java and NetBeans 

M256 is a course about software development, and not specifically about programming, 

although the systems developed throughout the course are eventually implemented in Java. 

In studying M256 you can expect to develop both your Java programming skills and your 

understanding of object-oriented features. However, we do not intend for you to be introduced 

to significant new programming concepts; rather that you will apply and extend your object-

oriented programming experience in the context of software development.  

Many of the course units involve no programming at all; but some require recall and 

application of specific Java features. You will not be writing large pieces of code yourself and 

indeed in the early parts of the course the computer work consists mainly of running software, 

and examining code that has already been written. 

NetBeans 4.1, a widely used integrated development environment from Sun Microsystems, is 

used in parts of the course to work with Java programs. At various points throughout the 

course you will be directed to the NetBeans Guide, which introduces you to certain features of 

NetBeans. If you have studied M257, which also uses the NetBeans Guide, then you may not 

need to read the guide, although it could be useful to do so if you have not used NetBeans 

recently.  

Instead of using NetBeans, much of the software can be run from a command line although 

there are some practical exercises that require the ability to analyse visual information that 

appears on a computer screen. For further advice, please contact the Student Registration 

and Enquiry Service (general-enquiries@open.ac.uk). 

Computing requirements 

It is essential that you have the necessary computing equipment and software installed before 

you start the course. In particular, you need to ensure the following. 

• You must have access to a computer that meets the minimum specification for 

the course. You can access the current specification for the course via 

http://www3.open.ac.uk/personal-computing/courses/M2562007.shtm.  

• You must have access to the internet. You will need to regularly consult the M256 

website and you will submit your assignments over the internet, using the Open 

University’s electronic TMAs (eTMAs) system.  

• You must have word-processing software for producing your answers to TMAs in 

a form compatible with Word 97. You will be supplied with the word-processing 

application StarOffice, which you may wish to use. 

Programming conventions 

There are different ways of using Java and, just as different software houses have different 

house styles, some of the conventions adopted in M256 may not correspond exactly with 

those you have used before. In particular, note the following M256 conventions (which are in 

common usage by professional developers). 

• M256 does not use accessor methods for accessing the value of a receiver 

object’s instance variables. Instead, direct access is generally preferred.  

• M256 does not use the Java keyword this either to send messages to the 

receiver object or when directly accessing the receiver’s instance variables. 

To illustrate these points, suppose a class Form has an instance variable pupils and getter 

method getPupils(). In M256, when defining a method for the Form class we would write, 

for example 
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for (Pupil p : pupils) 

{ 

... 

} 

instead of 

for (Pupil p : this.getPupils()) 

{ 

... 

} 

Prerequisite knowledge 

M256 assumes that you have experience in using Java (Version 5.0), including the ability to 

create Java applications that involve: 

• the core Java language, including primitive data types and control structures; 

• the use of Java APIs (class libraries), such as the Collections framework; 

• the definition of classes including instance methods and variables, static methods 

and variables, constructors, inheritance, overriding, abstract classes, interfaces, 

polymorphism, and access modifiers; 

• basic graphical user interface components, event handling techniques, and the 

use of exceptions. 

M256 does not involve client-server or multi-threaded programming. 

The necessary knowledge and experience could be gained from successful prior study of the 

Open University courses M255 Object-oriented programming with Java and M257 Putting 

Java to work. It is possible to study M257 and M256 at the same time, although you are likely 

to find M256 more straightforward if you complete M257 first. The key Java features 

introduced in M257 that are required for M256 are Swing (graphical user interface) 

components and event handling. If you are studying M256 and M257 simultaneously, you will 

need to adhere to the study calendar for each course and, in particular, study Units 6 and 7 of 

M257 before studying M256 Unit 13. If you have completed M254 instead of M257 then you 

should also be sufficiently prepared for M256  

In M256 you will be involved in developing programs comprised of several classes. However, 

the coding is not in itself very complex – you are likely to be exposed to more complicated 

programs in M257, for example. However, in M256 you will be expected to apply and extend 

your knowledge of Java in designing ‘good’ software, and if you struggle with programming 

you are likely to find this hard. 

Advisors at your Open University Regional Centre may be able to help if you are unsure 

whether your prerequisite knowledge and skills are sufficient. 

Preparing for M256 

There is no specific work that we recommend you do to prepare for M256, other than 

ensuring that your Java knowledge is appropriate. If you have studied M255 and M257, it 

could be useful to refresh your knowledge of their content (for example, re-reading your 

assignment work and your tutor’s comments). At points throughout M256, you may want to 

refer back to this previous work to refresh your understanding of a particular topic. 
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2 The M256 Study Calendar  

This draft Study Calendar below sets out the expected pattern of study on M256. Note that 

the actual Study Calendar may differ in exact dates and in study time allocated to each unit. 

M256  Feb-07 Draft Study 

Calendar 

 

1 03-Feb-07 Introduction 

to NetBeans 

& Course 

Guide 

  

2 10-Feb-07 1   

3 17-Feb-07 1   

4 24-Feb-07 2   

5 03-Mar-07 3 TMA 1 pt 1 08-Mar-07 

6 10-Mar-07 3   

7 17-Mar-07 4   

8 24-Mar-07 4   

9 31-Mar-07  TMA1 05-Apr-07 

 07-Apr-07 EASTER   

10 14-Apr-07 5   

11 21-Apr-07 5   

12 28-Apr-07 6   

13 05-May-07 6   

14 12-May-07 7   

15 19-May-07 7   

16 26-May-07 8   

17 02-Jun-07 8   

18 09-Jun-07  TMA02 14-Jun-07 

19 16-Jun-07 9   

20 23-Jun-07 NetBeans 

Guide 

  

21 30-Jun-07 10   

22 07-Jul-07 10   

23 14-Jul-07 11   

24 21-Jul-07 11   

25 28-Jul-07  TMA03 02-Aug-07 

26 04-Aug-07 12   

27 11-Aug-07 12   

28 18-Aug-07 NetBeans 

Guide 

  

29 25-Aug-07 13   
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30 01-Sep-07 13   

31 08-Sep-07  TMA04 13-Sep-07 

32 15-Sep-07 14   

33 22-Sep-07 14   
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3  A taste of M256 

Description of the extract 

The following extract is the whole of Section 4 of Unit 3: Creating a conceptual model which is 

scheduled to be started after a months' work on the course - see Study Calendar for details. 

This section is expected to take about 2 hours study time, including some time for working on 

the associated TMA questions.  

The extract is a small part (probably around 1%) of a large course that is studied over about 

nine months and so can only give an approximate indication of the level and content of the 

course. It isn't entirely representative of the course materials in several respects, notably 

because it does not make use of the course software. 

We have chosen some relatively self-contained material which we hope will be reasonably 

easy to understand for someone who has not studied any of the previous texts in the course.  

The extract concerns the creation of a conceptual model, which forms a starting point for 

constructing a system.  The conceptual model represents the system domain – the part of the 

real-world relevant to the system. Since a key object-oriented principle is that software objects 

can usefully mirror real-world entities, the structure set out in the conceptual model is a 

sensible starting point for the structure of the system. Thus the conceptual model can be 

taken as the initial structural model: an initial representation of the software.  

The following terms are used in this extract, having been defined earlier in the course. 

requirements document    The specification of the requirements of the system – what it is 

required to do - produced after negotiation between the customer and the developer. 

system domain    The real-world context specific to the software system being developed. 

conceptual model A model which illustrates the significant entities in the system domain 

and the connections between them. 

class An element of a conceptual model, representing a category of real-life entities from the 

system domain. 

The Unit 3 extract below should be looked at in conjunction with the M256 Handbook extract 

which contains the Hospital System requirements document mentioned in Unit 3. 
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Extract 

4 Associations 

In the previous section you learnt how to identify the conceptual classes and their attributes 

from a requirements document. 

In this section you will: 

• review what is meant by an association; 

• learn how to identify associations. 

4.1 The meaning of an association 

Just as a class can be thought of as a set of objects that have common attributes and 

behaviour, so an association between two classes is a set of links that have a common 

meaning. You have seen that a link is a connection between a pair of objects – one from each 

class – that is significant for the system domain. For example, in the DVD Library System, 

each Film object may be linked to a number of DVD objects but each link is between a single 

Film object and a single DVD object, representing a connection between a film and a DVD. 

You will recall that the situation at a particular point in time can be illustrated by an object 

diagram, such as the one in Figure 9. 

 

 

Figure 9 An object diagram illustrating links between Film and DVD 

objects. 

This is similar to the object diagram in Figure 3, though the latter also 

included information about the attributes of each object. 

The links in Figure 9 each model the fact that the particular DVD object at 

one end of the link represents a DVD which ‘is a copy of’ the film represented by the Film 

The inclusion of attribute 

names and values in object 

diagrams is optional and we 

will not normally include them 

in this unit.  
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object at the other end. So these links are said to be instances of an association called 

isCopyOf, which exists between the classes Film and DVD. 

As with classes and attributes. the name given to an association should be a 

single word and should give an indication of the meaning of the association. 

The usual convention is for association names to start with a lower-case letter. 

Note that associations have no implied direction. This means that naming the 

above association isCopiedBy (meaning a film is copied by a DVD) would 

have been just as valid as calling it isCopyOf (meaning a DVD is a copy of a film). 

4.2 Identifying associations 

In practice, the identification of associations often proceeds in parallel with the identification of 

classes. When you are considering a possible class, it is also natural to think about the 

connections that the entities it represents might have with other entities in the system domain. 

However, as with classes, textual analysis can also help to identify associations. Just as 

nouns and noun phrases can suggest candidate classes, so the grammatical structures that 

connect these nouns and noun phrases in the text of a requirements document can suggest 

likely associations. As an example, here again is the requirements document for the DVD 

Library System. We have started our search for suitable associations by first highlighting the 

nouns and noun phrases that correspond to the conceptual classes which have already been 

identified (by showing them in bold italic font), and we have then underlined any grammatical 

structures that connect these classes. 

The system domain 

The DVD Library holds DVDs of a number of films. It may have any number of copies of 

each film. The system should, for each film, hold the film’s title; no two films have the same 

title. 

A library member can borrow any DVD of a film that is not currently on loan. However, no 

member can have more than six DVDs on loan at once. A borrowed DVD must be returned 

within three days. When a library member returns a DVD it immediately becomes available 

for loan to other members. 

Each DVD has a unique identifying number. 

Each member of the library has a unique membership number; the system also holds each 

member’s name. 

Use cases 

The DVD Library System will provide support to the library by enabling the library staff to do 

the following: 

A Get number available. The staff member identifies the film. The system displays 

the number of copies available. 

B List films. The staff member identifies the member. The system displays a list of 

the film titles and return dates for each DVD that the member has on loan. 

C Borrow. The staff member identifies the DVD and the member who is borrowing 

it. The system records the fact that this copy of the film is no longer available for 

loan, that it is on loan to the member identified, and the date on which it was 

borrowed. 

D Return. The staff member identifies the DVD. The system records the fact that 

this copy of the film is now available for loan and that it is no longer on loan to 

the member who returned it. 

Concentrating on the nouns which represent classes allows us to disregard relationships that 

involve other aspects of the system, such as attributes, general behaviour and user interface, 

or entities outside the scope of the system. Here are some examples of the sort of things that 

can be ruled out: 

Notice that association 

names are also written in the 

special font used for classes 

and attributes. 
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• relationships involving classes and their attributes, e.g. ‘films have title’; 

• relationships describing the behaviour of the system, e.g. ‘system displays 

number of copies’; 

• Relationships involving entities outside the scope of the system, e.g. ‘library holds 

DVDs’, ‘staff member identifies member’. 

The second example above could also be viewed as involving the user interface. As you can 

see, our grounds for disregarding these relationships are similar to the criteria for rejecting 

certain nouns and noun phrases as possible classes. 

Remembering that ‘copy’ is a synonym for ‘DVD’, underlined phrases such as 

DVDs of a number of films 

copies of each film 

suggest an association between DVD and Film, representing the fact that a DVD is a copy of 

a film. 

The situation involving members, DVDs and loans is a little more complicated. Here are some 

of the relevant phrases. 

library member can borrow … DVD 

library member returns … DVD 

copy … is on loan to the member 

These appear to indicate an association between LibraryMember and DVD, as in the 

following class diagram. 

 

 

 

Figure 10 Possible association between LibraryMember and DVD 

However, the dates on which a loan (or borrowing) is issued and is due for return also need to 

be modelled, and in M256 associations do not have attributes. This is why we decided to 

introduce a Loan class. Returning to the phrases above Figure 10, you can see that both 

members and DVDs (copies) are associated with loans: a loan is to a member and consists of 

a DVD. So we need two additional associations, giving us three in all: 

1 isCopyOf between Film and DVD 

2 isTo between Member and Loan 

3 consistsOf between Loan and DVD 

These associations are illustrated in the class diagram in Figure 11. 
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Figure 11 Preliminary class diagram for the DVD Library System.  

The phrases linking the classes often do more than just suggest the existence of an 

association; for example, phrases like “no member can have more than six DVDs on loan at 

once” give us information about the number of links that are possible between an object of 

one class and objects of an associated class at any given time. We will return to this in the 

next subsection. 

The next exercise asks you to apply your new skills of identifying associations to the Hospital 

System. 

Exercise 7 

Conduct a textual analysis of the requirements document for the 

Hospital System in order to draw up a list of possible associations. 

Remember that you are only looking for likely associations that involve 

the conceptual classes that have been identified: Ward, Patient, Team, Doctor, 

JuniorDoctor and ConsultantDoctor. (You might want to refer back to SAQ 3 

in Section 3.4, where several of the required associations have already been 

identified). 

Discussion 

Our list of associations is as follows. In each case we have added, in parentheses, a 

quote from the requirements document which supports the need for this association. 

In most cases, there are several more quotes to reinforce our decisions: 

• hasOn between Ward and Patient (“… wards, each of which may … have on 

it one or more patients”) 

• contains between Team and Doctor (‘doctors … are organised into teams”) 

• isHeadedBy between Team and ConsultantDoctor (“Each team is headed 

by a consultant doctor”) 

• caresFor between Team and Patient (“patient is under the care of … team”) 

• isResponsibleFor between ConsultantDoctor and Patient (“consultant 

… is responsible for … patient”) 

• hasTreated between Doctor and Patient (“A patient may be treated by … 

doctors”) 

The accompanying phrases indicate that all these associations appear to represent significant 

links between entities in the system domain. But as with other aspects of the analysis 

process, identifying associations is not an exact science, so do not worry if your list was not 

the same as ours. At the very least, some of the names you have chosen will probably differ 

(though they should still be meaningful). 

It is now possible to produce a class diagram (Figure 12) showing the set of classes and 

associations identified as necessary for modelling the Hospital System requirements. The 

diagram is not yet complete, as it still requires some additional items of information. 

 

The requirements document 

for the Hospital System is in 
Section 3 of the Handbook. 
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ConsultantDoctor 

Team Ward 

Doctor 
<<abstract>> 

JuniorDoctor 

Patient 

caresFor 
hasOn 

hasTreated 

contains 
 

isHeadedBy 

isResponsibleFor 

 

 

 

 

 

 

 

  

 

  

 

Figure 12 An incomplete class diagram for the Hospital System  

Associations and generalisation relationships 

Before moving on, it is worth considering briefly the implications of generalisation 

relationships for associations. 

As with attributes, any associations involving a parent class will be inherited by its child 

class(es). Figure 12 shows two associations involving Doctor: hasTreated connecting it to 

Patient, and contains connecting it to Team. The meaning of these associations is that 

any doctor (whether a junior doctor or a consultant doctor) may be linked to a team or to 

patients or both. Notice that by including the Doctor class the structure is simplified. If 

Doctor were omitted, hasTreated would need to be replaced by two associations, one 

between Patient and JuniorDoctor, and the other between Patient and 

ConsultantDoctor; there would be similar ‘duplication’ of the contains association. 

Because ConsultantDoctor inherits an association with Team from its parent class, 

Doctor, there are two different associations between Team and ConsultantDoctor: 

isHeadedBy and contains. This is fine, but it does have some implications for the 

consistency of the model, in that a team must contain the consultant doctor that heads it. We 

will be returning to this later in the unit. 

4.3 Multiplicity 

When discussing the associations for the DVD Library System, we noted that a requirements 

document frequently provides information about the number of links that are possible between 

objects of particular classes. For example, the requirements stated that “no member can have 

more than six DVDs on loan at a time”. For the sake of simplicity we will assume that a loan 

involves a single DVD. Therefore, in terms of the model, this means that no Member object 

may have links to more than six Loan objects at any one time (though it may have fewer such 

links). 

To illustrate this, the object diagram in Figure 13 represents a situation where there are three 

members of the library. At the point in time depicted in the diagram, member1 has three DVDs 

on loan, member2 has no current loans, and member3 has one DVD on loan. 
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Figure 13 An object diagram showing four isTo and four isOf links 

The number of instances of a class B that can be linked by a particular association to a single 

instance of the class A at the other end of the association is known as the multiplicity of the 

association at the B end. For example, suppose that students on a particular course have a 

single tutor, and that the tutor is assigned to 20 students. The multiplicities of a tutors 

association between the classes Tutor and Student would be shown as in Figure 14. 

 

Figure 14 Multiplicities for a tutors association between the classes Tutor and Student. 

Figure 14 tells us that each Student object must be linked to exactly one Tutor object and 

that each Tutor object must be linked to 20 Student objects. 

The multiplicity may be a single figure or a range. For example, a member of the DVD Library 

may, at any point in time, have any number of loans between 0 and 6. That is, the multiplicity 

of the isTo association at the Loan end is ‘zero to six’ and would be indicated on the class 

diagram by writing 0..6 on the isTo association next to the Loan class. Although a member 

may have a number of loans at a particular time, each loan will be linked only to a single 

member, so the multiplicity of isTo at the Member end is 1 (sometimes expressed as 

‘exactly one’). Figure 15 shows the class diagram for the DVD Library System with the 

multiplicities for isTo added. 
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Figure 15 Class diagram for the DVD Library System showing multiplicities for the isTo 

association. 

Now consider the consistsOf association. A particular Loan object will always be linked to 

a single DVD object. The multiplicity of consistsOf is therefore 1 at the DVD end. However, 

a particular DVD may or may not be on loan. The multiplicity of consistsOf at the Loan end 

is therefore zero or one, which is written as 0..1. 

SAQ 4 

What is the multiplicity of the isCopyOf association at the Film end? 

ANSWER 

Each DVD is a copy of a particular film, so the multiplicity at the Film end of isCopyOf 

is 1. 

What about the DVD end of isCopyOf? The requirements state that the library “…may have 

any number of copies of each film”. In other words, there may be no copies at all, but there is 

no upper limit. Such a multiplicity is expressed as 0..* (described as ‘zero or more’), where 

* indicates that there are no upper restrictions on the number. Figure 16 shows the class 

diagram for the system with all the multiplicities added. 

 

 

Figure 16 Class diagram for the DVD Library System, showing multiplicities for all 

associations. 

Multiplicity ranges do not need to start with 0. A statement such as “Members of a book club 

must choose at least two books from the titles on offer each quarter, but may purchase up to 

six books at the offer price” would be modelled by a multiplicity of 2..6 (described as ‘two to 

six’) at the Book end of a purchases association between the classes Member and Book. 

Multiplicities are always written with the smaller number in the range first. 

SAQ 5 

Use Figure 17 (below) to answer the following questions. 

(a) How many courses can a student take? 

(b) How many tutors teach each course? 

(c) How many students can enrol for a course? 

(d) How many courses can each tutor teach? 

 

 

In talking about multiplicities, 

the * is usually referred to as 

'star’.' 
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 Figure 17 Example class diagram for SAQ 5 

ANSWER 

(a) between 1 and 4, inclusive (i.e. 1, 2, 3 or 4) 

(b) exactly 1 

(c) zero or more 

(d) between 1 and 3, inclusive (i.e. 1, 2 or 3). 

The multiplicities of an association answer important questions about the relationship 

between the two classes involved. The answers to these questions will play a significant part 

in later phases of the software development process. Questions which are of particular 

relevance in this respect are: 

• Must an instance of one class be linked to at least one instance of the class at the 

other end of the association, or is it possible that, at a certain point in time, no 

such links exist? For example, every Loan object in the DVD Library System 

must be linked to a DVD object (a multiplicity of 1) whereas a DVD object may or 

may not be linked to any Loan object at a particular point in time (a multiplicity of 

0..1). 

• May an instance of one class be linked to more than one instance of the class at 

the other end of the association? For example, a DVD object is always linked to a 

single Film object (a multiplicity of 1) at any one time, whereas a Film object 

may be linked to 0, 1 or more DVD objects (a multiplicity of 0..*). 

• Is there an upper limit to the number of possible links that may exist from an 

object of one class to objects of the class at the other end of the association? For 

example, a Member object may only have at most 6 links to Loan objects. 

SAQ 6 

Using Figure 17 for reference, describe in words the multiplicities at each end of the 

isEnrolledOn and teaches associations. 

ANSWER 

isEnrolledOn has a multiplicity of zero or more at the Student end and one to four 

at the Course end. 

teaches has a multiplicity of one to three at the Course end and one (or exactly one) 

at the Tutor end. 

Multiplicities for the Hospital System 

Consider first the association hasTreated between Doctor and Patient. Here are some 

extracts from the requirements document: 

A patient … may be treated by any number of doctors … 

A doctor can treat any number of patients. 

The first extract indicates that there is no upper limit on the number of doctors who have 

treated a patient. It is also possible that a patient has not been treated by any doctors; they 

may only just have been admitted to the hospital, for example. So the multiplicity of 

hasTreated at the Doctor end is 0..*. 

The second extract states that a doctor can treat any number of patients. Allowing for the 

situation where a doctor has not yet treated any patients, the multiplicity at the Patient end 

is also 0..*. 
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Now consider the association hasOn between Ward and Patient. Here are some extracts 

from the requirements document: 

In the hospital, there are a number of wards, each of which may be empty or 

have on it one or more patients. 

Each patient is on a single ward … 

The first extract states that a single Ward object may be linked to 0, 1 or more Patient 

objects, indicating a multiplicity of 0..* at the Patient end of the association. The second 

says that each patient is on one ward. Thus each Patient object is linked to exactly one 

Ward object. The multiplicity of hasOn at the Ward end is therefore 1. 

The class diagram in Figure 18 shows the multiplicities for the hasTreated and hasOn 

associations. 

 

ConsultantDoctor 

Team Ward 

Doctor 
<<abstract>> 

JuniorDoctor 

Patient 

caresFor 
hasOn 

hasTreated 

contains 
 

isHeadedBy 

isResponsibleFor 

 

1 

 

 

 

 

 

0..* 0..* 

 

0..*  

 

Figure 18 Class diagram for the Hospital System showing the multiplicities for the hasOn 

and hasTreated associations. 

You may have wondered why the multiplicities for hasOn do not take account of the 

statement that “Each Ward has a capacity, which is the maximum number of patients that the 

ward can have on it at any one time” (so that in practice no ward can have the unlimited 

number of patients indicated by a multiplicity of 0..*). This is because an association 

represents all the links that are its instances. Different wards have different capacities, so it 

would not be possible for the multiplicity at the Patient end of the hasOn association to 

specify an upper limit that would apply to all Ward objects. If the requirements had stated, for 

example, that all wards have a capacity of 15, we could have dispensed with the capacity 

attribute in Ward, and modelled the limit by a multiplicity of 0..15 at the Patient end of 

hasOn. In general, if you do not know the upper limit for a multiplicity, then the best you can 

do is assign an upper limit of *. In practice this is likely to indicate an unknown – and possibly 

variable – upper limit rather than an infinite one. 

Exercise 8 

Make a sketch of the diagram in Figure 18, and add the multiplicities for the 

associations isHeadedBy, contains, caresFor, and isResponsibleFor. (You 

will need to refer to the requirements document in Section 3 of the Handbook). 

Discussion 

Figure 19 shows our completed class diagram. 
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ConsultantDoctor 

Team Ward 

Doctor 
<<abstract>> 

JuniorDoctor 

Patient 

caresFor 
hasOn 

hasTreated 

contains 
 

isHeadedBy 

  isResponsibleFor 

1 

1 

1 

1 

1 

1 

2..* 

0..* 0..* 

0..* 

0..* 0..* 

 

 Figure 19 Class diagram for the Hospital System, showing multiplicities. 

Here is a brief justification of our solution, including relevant extracts from the 

requirements document: 

isHeadedBy: 

Each team is headed by a consultant doctor who is … in the team. 

Each doctor is in exactly one team. 

Remember that consultant doctors are a kind of doctor, so that it is possible to 

deduce from the second extract that “Each consultant doctor is in exactly one team.” 

Because the first extract specifies that a team must be headed by a consultant doctor 

who is in that team, it can also be deduced that each consultant doctor can only head 

one team. 

contains: 

Each team is headed by a consultant doctor … in the team. 

The rest of the team are all junior doctors, at least one of whom must be at 
grade 1. 

Each doctor is in exactly one team. 

The first two extracts indicates that each team must contain at least two doctors – the 
consultant doctor that heads it, and at least one junior doctor at grade 1, so at least 

two in all. 

The third extract provides the multiplicity at the Team end. 

caresFor: 

Each patient is … under the care of a single team of doctors. 

This tells us that each Patient object will be linked to exactly one Team object. 

There is no information on the number of patients that can be cared for by a team, so 

we use * for the upper limit at the Patient end. Since there is no information to the 

contrary, we assume that it is also possible that there are times when a team has no 

patients under its care, for example when a team is newly constituted, or when all the 

patients under its care have been discharged. 

isResponsibleFor: 

The consultant who heads that team is responsible for the patient. 
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This is similar to the caresFor association. Each patient is the responsibility of a 

single consultant doctor, and each consultant doctor may have responsibility for zero, 

one or more patients. 

Exercise 9 

Suppose that a particular patient, represented as the object called 

patient5, has been treated by a particular doctor, doctor3, on three 

different occasions. In an object diagram modelling the system domain 

at some point after these three treatments had taken place, how many 

links would be needed between patient5 and doctor3? 

Discussion 

There would only be one link. Although a single Doctor object can be 

linked to zero or more Patient objects, there can, for a particular association, only 

ever be a single link between two particular objects. As far as the conceptual model is 

concerned, either a particular doctor has treated a particular patient or not. Multiple 

treatments are not recorded. (We will return to this in the next section.) 

A multiplicity specifies the number of different instances of a class that can be linked 

to a single instance of an associated class, not the number of links between particular 

instances of two classes. However, it is possible to have two or more associations 

between two classes, as in the case of consistsOf and isHeadedBy between 

ConsultantDoctor and Team. This might result in there being two links between 

two objects. 

In this section you have learnt various techniques for identifying associations between 

classes, which represent the links between the objects of these classes. You also learnt about 

the important role of multiplicities, and how to identify and specify them. 

doctor3 may be a 

JuniorDoctor object, or it 

may be a 

ConsultantDoctor object. 

The actual class is irrelevant 

here: any kind of doctor may 

be involved in treating a 

patient. 
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Exam question 

Here an exam question based on the material in Unit 3 (including material not in the extract 

above).  

Question (20 marks) 

Here is an extract from a requirements document for a system to assist an art curator in 

managing her collection of artworks, and in organising exhibitions in a given year. 

System domain 

The curator is very conservative and collects only artwork that is either 

painting or sculpture. Each piece of artwork is created by a single artist, 

although there may be one or more pieces of artwork in the collection by a 

single artist. Each year the curator organises several exhibitions. An 

exhibition consists of work by a single artist, and between three and twenty 

pieces of artwork are shown. At least three artists including the exhibiting 

artist help to organise an exhibition, (writing the catalogue, hanging the 

paintings, etc.) Not every artist will give an exhibition in any one year, but if 

he or she does, he or she will give only one. An artist organises at most two 

exhibitions a year.  

Use cases 

Record new artwork by existing artist. The curator provides the system 

with the following: 

the title of the new artwork along with:  

• for a painting, the medium (oil, watercolour, etc.), the genre (whether it is abstract 

or representational) and its dimensions (height and width).  

• for a sculpture, the medium and the dimensions (height, width and depth). 

The curator also identifies the artist who created the work. The system 

records the details of the artwork and that it was created by the given artist. 

List artists artwork. The curator identifies an artist. The system displays the title of 

each work of art by that artist in the collection. 

List organising artists. The curator identifies an exhibition. The system displays the 

name and address of each artist involved in organising that exhibition. 

List exhibitions. The date and venue of each exhibition are displayed. 

 

(a) Identify five classes that you think are appropriate for the initial structural model. For each 

concrete i.e. non-abstract class, categorise its objects as modelling a role, a tangible object, 

an event, an organisational unit or an abstract entity. [5 marks] 

(b) Produce an initial structural model, including: 

• a class diagram (marking any derived associations) [8 marks] 

• class descriptions (you may omit comments for the attributes) [5 marks] 

• an invariant that reflects the fact that an exhibition consists of work by a single 

artist. [2 marks] 
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Solution 

(a) 

Sculpture: tangible object 

Painting: tangible object 

Artist: role 

Exhibition: event 

Artwork: not a concrete class 

(b) 

 1 

3..* 0..2 

Painting 

Exhibition 

Artwork 
<<abstract>> 

Sculpture 

Artist 

creates 

isIn 
 

1 0..1 

3..20 

1..* 

organises 

/gives 0..1 

 

 

class: Artwork  generalises Painting and Sculpture 

attributes:  

 title  

 height  

 width  

 medium 

 

class: Sculpture  specialises Artwork 

attributes:  

 depth 

 

class: Painting  specialises Artwork 

attributes:  

 genre 

 

class: Artist 

attributes:  

 name  

 address 

 

class: Exhibition 

attributes:  
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 date  

 venue 

Invariant 

If anExhibition is any Exhibition object then there is an Artist 

object, anArtist, such that any Artwork object linked to anExhibition 

is also linked to anArtist. 
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4  Further tastes of M256 

 An extract from the M256 Handbook – the Hospital System 
requirements document 

System domain 

In the hospital, there are a number of wards, each of which may be empty or 

have on it one or more patients. There are two types of ward, male wards and 

female wards. A ward can only have patients of the specified sex on it. Every 

ward has a fixed capacity, which is the maximum number of patients that can 

be on it at one time (i.e. the capacity is the number of beds in the ward). 

Different wards may have different capacities. Each ward has a unique name. 

The hospital has an Administration department that is responsible for 

recording information about the hospital’s wards and the patients that are on 

each ward. 

The doctors in the hospital are organised into teams, each of which has a 

unique team code (such as Orthopaedics A, or Paediatrics). Each team is 

headed by a consultant doctor who is the only consultant doctor in the team; 

the rest of the team are all junior doctors, at least one of whom must be at 

grade 1. Each doctor is in exactly one team. The Administration department 

keeps a record of these teams and the doctors allocated to each team. 

Each patient is on a single ward and is under the care of a single team of 

doctors; the consultant who heads that team is responsible for the patient. A 

patient may be treated by any number of doctors but they must all be in the 

team that cares for the patient. A doctor can treat any number of patients.  

Use cases 

The Hospital system will provide support for the administration of the hospital 

by allowing hospital administrators to do the following.  

A Admit Patient. The administrator provides the system with the patient’s name, 

sex and date of birth and identifies the team that cares for the patient.  

The system identifies a ward of the appropriate type with empty beds; if there is a 

choice of such wards one of those with the largest number of empty beds is 

chosen.  

If there is no appropriate ward with empty beds the administrator is informed of 

this fact.  

If there is an appropriate ward with empty beds the system does the following two 

things. 

1 It records: 

• the patient’s name, sex and date of birth; 

• that the patient is under the care of the given team; 

• that the consultant that heads the team is responsible for the patient; 

• that the patient is on the ward.  

2 It informs the administrator of the ward to which the patient has been admitted. 

B Treat Patient. The administrator identifies the patient and the doctor; the doctor 

must be in the team that cares for the patient. The system records that the doctor 

has treated the patient.  

C Discharge Patient. The administrator identifies the discharged patient. All 

information relating to that patient is removed from the system. 

D Transfer Patient. The administrator identifies the patient and the new ward. The 

new ward should be of the appropriate type and have at least one free bed. The 

system records: 
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• the removal of the patient from their current ward;  

• the admission of the patient to the new ward. 

E List Ward’s Patients. The administrator identifies the ward. For each patient on 

the ward the system displays the patient’s name and age in years. 

F List Team’s Patients. The administrator identifies the team. For each patient 

cared for by the team the system displays:  

• the patient’s name; 

• the name of the ward that the patient is on. 

G List Patient’s Treatment. The administrator identifies the patient. The system 

displays: 

• the name of the consultant responsible for the patient; 

• the team code of the team that cares for the patient;  

• the name of each doctor who has treated the patient and, for each such junior 

doctor, their grade (1, 2 or 3). 

Acceptance Tests 

A Test that, when there is an appropriate ward available,  

• the admission of a patient is recorded correctly; 

• the administrator is informed of the ward to which the patient has been allocated. 

Test that, when no appropriate ward is available, an attempt to record the 

admission of a patient results in the administrator being informed that there is no 

appropriate ward available. 

B Test that the treatment of a patient, by a doctor on the team that cares for the 

patient, is recorded correctly. 

C Test that the discharge of a patient is recorded correctly. 

D Test that the transfer of a patient to an appropriate ward with an empty bed is 

recorded correctly. 

E Test that a list of patients on a ward is produced correctly when there are no 

patients on the ward. 

 Test that a list of patients on a ward is produced correctly when there are some 

patients on the ward. 

F Test that a list of patients cared for by a team is produced correctly when there 

are no patients cared for by the team. 

 Test that a list of patients cared for by a team is produced correctly when there 

are some patients cared for by the team. 

G Test that a list of a patient’s treatment is produced correctly when no doctors 

have treated the patient. 

 Test that a list of a patient’s treatment is produced correctly when some doctors 

have treated the patient. 

 

An extract from M256 Unit 5: Component-based software development 

6.1 Compromising integrity 

Having assigned private accessibility to the instance variables of a class, the developer has to 

decide whether and how objects from outside that class can be allowed to manipulate the 

state of its objects. You have seen the example of the Account class with the public method 

setBalance(anAmount), which enables clients to modify the balance whilst maintaining 



26    M256 taster material 

 

the constraint that the overdraft limit should not be exceeded. Such setter methods are 

common, and their usual purpose is exemplified by setBalance(anAmount): to enable 

clients to change the value of an instance variable in a controlled way. 

Getter methods, which allow clients to access the value of an instance variable, are also 

common. After all, simply requesting the value of an object’s instance variable seems a 

harmless enough thing to do. In fact, as you will now see in the context of a variation on the 

School System, there is a hidden danger. 

In the next exercise, you will look at a project called Compromised School. It 

contains the same schoolcore package as the School project – except for 

one small change, which we will reveal shortly. However, there is no user 

interface package; instead, there is a package called schoolclient which 

contains a single class, SchoolClient. This class has a single static method, 

which is defined as follows. 

 public static void main(String[] args) 

 { 

  //Set up a reference to a SchoolCoord object 

  SchoolCoord school = SchoolCoord.getSchoolCoordObject(); 

 

  //print out the details of the SchoolCoord object 

  System.out.println("School details are:"); 

  System.out.println(school); 

 

  //get the forms 

  Collection <Form> clientForms = school.getForms(); 

 

  //Now 'clear' the forms 

  clientForms.clear(); 

 

  //again, print out the details of the SchoolCoord object 

  System.out.println("School details are now:"); 

  System.out.println(school); 

 } 

From the code and its comments, you can see that a SchoolClient object acts as a client, 

requiring the services of a SchoolCoord object. It creates a SchoolCoord object, prints out 

its details, sends it the message getForms(), and so on. 

Exercise 9 

Launch NetBeans, and open the project Compromised School. 

(a) Open the source code for the class SchoolClient in the package 

schoolclient. What packages does SchoolClient import? 

(b) Now look at the source code for the class SchoolCoord in the package 

schoolcore. 

(i) What does the instance variable forms reference? What is its accessibility? 

(ii) Read the code for the method getForms(), and explain what this method 

does. What is its accessibility? 

Discussion 

(a) It imports the schoolcore package, via the import schoolcore.*; 

statement, and the java.util package, via the import java.util.* 

statement. 

Clients use the static method 
getSchoolCoordObject() 

to create a SchoolCoord 

object, because a 

SchoolCoord constructor is 

not publicly available. The 

reason for this is not relevant 

here. 
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(b) In the class SchoolCoord: 

(i) The instance variable forms references a collection of Form objects, 

representing all the forms in the school. It has private accessibility. This can 

be seen from the following declaration. 

/** A collection of all the forms in the school.*/ 

private Collection <Form> forms; 

(ii) The method getForms() simply returns the value of the forms instance 

variable. It has public accessibility. 

There is, on the face of it, nothing unusual about the situation described in the last exercise. 

The SchoolCoord object has a private instance variable, with a public method enabling a 

client – here a SchoolClient object – to get the value of this instance variable. The next 

exercise illustrates that in fact the integrity of a SchoolCoord object is compromised by this 

arrangement. 

Exercise 10 

Return to NetBeans and the project Compromised School. 

Consider the following SchoolClient code, which you saw above. 

Collection <Form> clientforms = school.getForms(); 

clientforms.clear(); 

In the first line of code, a variable, clientForms, is set to reference the collection of 

Form objects that results from sending the message getForms() to the object 

referenced by school. 

In the second line of code, a message clear() is sent to this collection of Form 

objects. 

(a) Use the specification of the Collection method clear() shown in Figure 11 

to describe what you think the second line of code will achieve. 

 

 void clear()  

            Removes all of the elements from this collection. 

Figure 11 Specification of clear().  

 (b) Compile and run the project and consider the output. Describe the effect on the 

SchoolCoord object referenced by school of the lines of code in (a) above. 

Discussion 

(a) It looks as if the code should remove all the elements of the collection referenced 

by clientForms. 

(b) You should have found that the code causes the state of the SchoolCoord 

object referenced by school to change, as reported in the output description. In 

fact, it removes all of the forms from the school; that is, it empties the collection 

referenced by the SchoolCoord object’s instance variable forms. 

The above exercise illustrates a way for a client to access and modify an instance variable of 

a SchoolCoord object. The method getForms() returns the collection of Form objects, to 

which the instance variable forms refers. The effect of the client code 

Collection <Form> clientForms = school.getForms(); 

is to establish a new variable, clientForms, referencing this collection object. This external 

‘handle’ on the collection object then enables the client to manipulate the collection without 

sending messages to the SchoolCoord object. Because the collection is part of the state of 

<<Pagination note: please 

replace with the 

appropriate icon.>> 

<activity icon> 
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the SchoolCoord object, this means that the client can potentially invalidate the state of the 

SchoolCoord object: in our example, the client goes on to empty its collection of Form 

objects. The referencing involved is illustrated in the diagram below. 

 

 

 

 

school and 

clientForms are 

references in the client 

 forms 

schoolCoord1 
collection1 

 

. 

. 

. 

 

form12 

form2 

form9 

. 

. 

. 

 

 school 

 clientForms 

 

Figure 12 Two references to the same collection object. 

To summarise the situation: even when an instance variable is private, it may be possible for 

a client to access and improperly manipulate the state of an object referenced by the instance 

variable – a privacy leak. In general, there is potential danger whenever an instance variable 

references a mutable object. A mutable object is one whose state can be changed. If a client 

can create a reference to a mutable object, then it can change its state. The mutable object in 

the above example is the collection of Form objects; the client exploited its mutability by 

removing all of its elements. 

An extract from M256 Unit 6: Core system designs 

Here is our specification for the ‘Admit Patient’ coordinating method. 

Ward admit(Name aName, Sex aSex, M256Date aDate, Team aTeam) 

Post-condition: if there is no Ward object of the appropriate type with at least one free 

bed then null is returned; otherwise a new Patient object, aPatient, is created 

with the supplied attribute values, and age according to aDate, and: 

(i) aPatient is linked to aWard, where aWard is a Ward object of the 

appropriate type with the greatest number of free beds, and 

numberOfFreeBeds of aWard is decremented; 

(ii) aPatient is linked to aTeam; 

(iii) aPatient is linked to the ConsultantDoctor object that is linked to 

aTeam; 

(iv) aWard is returned. 

SAQ 16 

Why is there no precondition specified for the above method? 
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ANSWER 

Because the method does not require any restrictions. As specified in its post-condition, 

the method itself ensures that the integrity of the system is not violated. It is not 

necessary to ensure that there is an appropriate ward with a free bed before invoking 

the method; instead, the method takes an alternative course of action when this is not 

the case. 

Outlining a walk-through and sequence diagram 

Having specified the method, we now consider how it will work. Because it involves several 

tasks, it will be useful to create an outline of a walk-through, and then refine it as the steps are 

considered in detail, one by one. 

Here is an outline walk-through for this scenario. 

Given: name Ms Lynda Snell, sex F, date of birth 29/05/1947, and team2, a 

Team object. 

1 Find the Ward object with type F and the greatest value for numberOfFreeBeds, 

which in this case is ward3. 

2 Create patient8, a new Patient object with the supplied attribute values and 

age according to the supplied date. 

3 Create a hasOn link between ward3 and patient8, and reduce 

numberOfFreeBeds in ward3 by 1. 

4 Create a caresFor link between team2 and patient8. 

5 Access the ConsultantDoctor object linked to team2, that is, 

consultantDoctor2. 

6 Create an isResponsibleFor link between consultantDoctor2 and 

patient8. 

7 Return ward3. 

SAQ 17 

Which invariant (see Section 4 of the Handbook) does the following part of step 3 of the 

above walk-through ensure is preserved? 

… and reduce numberOfFreeBeds in ward3 by 1. 

ANSWER 

The attribute numberofFreeBeds must be decremented to preserve the following 

invariant (number 3 in the initial structural model). 

For each Ward object, the value of its numberOfFreeBeds attribute is equal to the 

value of its capacity attribute minus the number of Patient objects to which it is 

linked. 

SAQ 18 

The association isResponsibleFor is, at this stage in the design process, one-way, 

navigated only from Patient to ConsultantDoctor. 

(a) Which object should have responsibility for creating the isResponsibleFor link 

in step 6? What should the object do? 

(b) Why is step 5 in the above walk-through required? 
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ANSWER 

(a) The object at the from end should have responsibility, as discussed in 

Section 5.1. Here, this is patient8, and it needs to record a reference to 

consultantDoctor2. 

(b) In the subsequent step, step 6, a link is created between consultantDoctor2 

and patient8. You have seen that to create a link, it is necessary to have 

access to the objects at each end of the link in order to tell the object at one end 

that it is to link itself to the object at the other end. The object 

consultantDoctor2 was not provided as an argument to the coordinating 

message, so to access the appropriate ConsultantDoctor object, the 

isHeadedBy association is navigated from the given Team object, team2, to the 

required ConsultantDoctor object, consultantDoctor2. This is the 

purpose of step 5. 

Step 6 can now be refined to show the detail determined in SAQ 18: 

6 patient8 records a reference to consultantDoctor2. 

Currently, we have only an outline walk-through, because some more steps need to be 

refined to identify all the responsibilities of the classes. However, it is possible at this stage to 

decide which object has overall responsibility for carrying out each step, that is, which object 

will initiate the actions required of other objects for that particular step, and so produce an 

outline sequence diagram. This will be tackled in the following subsections. 

Creating an object 

Step 1 (finding an appropriate ward) will be done by the coordinating object, hospital; it will, 

of course, need to access data held by the Ward objects, and we will discuss shortly how this 

could be done. 

The designs in M256 will also make the coordinating object responsible for initiating the 

creation of new objects in the core system. Thus step 2 (creating a new Patient object) will 

be initiated by hospital. 

The way the creation of a new object is modelled in a sequence diagram is shown below. 

 
userInterface 

new (Ms Lynda 
Snell,F,29/05/47) 

admit(Ms Lynda Snell,F, 
29/05/47,team2) 

patient8 

hospital 
Step 1:  

an appropriate Ward object 

(ward3) is found. 

 

Step 2:  

patient8 is created with the 

supplied attribute values. 

 

 

Figure 46 A new Patient object is created 

The arrow labelled new(Ms Lynda Snell, F, 29/05/47) corresponds in Java to the 

invocation of a constructor using the new operator. The fact that patient8 is newly 

constructed at this point in time is shown by drawing the patient8 box at the arrowhead 

rather than at the top of the diagram. 

Next in developing the outline sequence diagram, for each step that creates a link we will 

determine which object will have overall responsibility for managing what is involved. Later 

on, we will determine the details of what is involved. 

Responsibility for managing the creation of a two-way link 
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You have seen that the way in which an association is navigated influences how a link of the 

association is created. If an association is navigated from a class P to a class Q, then in 

creating a link of that association the object at the from end (P) must record a reference to the 

object at the to end (Q). 

Until now only one-way links – those navigated in only one direction – have been created, as 

you just saw in SAQ 18 for isResponsibleFor. In this use case, there are some two-way 

associations involved: hasOn is navigated in both directions (Patient to Ward and Ward to 

Patient), as is caresFor (Patient to Team and Team to Patient). 

For a two-way association, the object at each end of the link will record a reference to the 

other object. However, as before, an object of the class at one end of an association will be 

made responsible for managing the process, i.e. for prompting the other object to take action, 

as well as performing its own actions. 

We will choose to give patient8 overall responsibility for creating both the one-way link (for 

the isResponsibleFor association) and for managing the creation of the two-way of links 

(for the hasOn and caresFor associations). We will return shortly to the details of what 

these responsibilities for two-way links involve. But first, this decision results in the following 

outline sequence diagram. 

 

 
userInterface 

new (Ms Lynda 
Snell,F,29/05/47) 

admit(Ms Lynda Snell,F, 
29/05/747,team2) 

patient8 

hospital team2 

admit(ward3,team2) 

getConsultant() 

consultant2 

ward3 

Step 1:  

an appropriate Ward 

object (ward3) is 

found 

Step 3: 

 a hasOn link is created and  

numberOfFreeBeds in ward3 is 

reduced by 1 

Step 4: 

 a caresFor link is created 

 

Step 2:  

patient8 is created with 

the supplied attribute values. 

 

Step 5: 

 consultant2 is accessed 

 

 

Figure 47 An outline sequence diagram for the Admit Patient coordinating method 

An extract from Unit 13: Building user interfaces 

Structure 

The Hospital GUI is similar to the Cottage Hospital GUI in that it uses a tabbed pane to allow 

the user to switch from one use case screen to the other. However, in the Hospital GUI each 

of the use case screens has an area at the bottom for displaying the outcome of the use case, 

so we decided to factor this feature out – in other words, make it something the use cases all 

have in common, as shown in Figure 22. 
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Figure 1 A tabbed pane above and a shared text area below. 

The upper part of the window is occupied by a tabbed pane with several panels, each 

corresponding to a use case. The bottom part of the window is occupied by a text area which 

the use cases all share. 

The overall structure of the Hospital GUI is shown in Figure 23 below. This diagram is similar 

to Figure 21, which showed the structure of the Cottage Hospital GUI, except that for clarity it 

doesn’t show details of the components – lists, buttons and so on --  contained in admitPanel, 

treatPanel, and the corresponding panels for the other use cases.  

The Hospital GUI makes more use of layouts than the Cottage Hospital GUI did. There are 

descriptions of border layout  and grid bag layout in Appendix 1, but you don’t need to worry 

about them this point; it’s sufficient to know that North lies above Centre in a border layout, 

and a grid bag layout arranges components in a grid a bit like a spreadsheet. 
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 JFrame 
(BorderLayout) 

(Center) 
jTabbedPane1 
JTabbedPane 

 

admitPatientPanel 
JPanel 

(BorderLayout) 
 

(North) admitLabel 
JLabel 

(Center)
admitPanel 

JPanel 
(GridBagLayout) 

treatPatientPanel 
JPanel 

(BorderLayout) 
 

(North) treatLabel 
JLabel 

(Center)
treatPanel 

JPanel 
(GridBagLayout) 

(Similarly for 4 other use cases) 

(South)

messagePanel 
JPanel 

(BorderLayout) 
 

(North) messageLabel 
JLabel 

(Center) messageArea 
JTextArea 

  

Figure 2 The structure of the GUI 

Managing patient lists 

The design of the GUI involves some issues to do with the use cases that require the user to 

select from a list of all patients in the hospital. There are three such use cases and each has 

a separate JList of patient names. When a patient is admitted or discharged all three lists 

must be updated together. Moreover it turns out that a map linking the patient names to the 

Patient objects must be updated. All this is done in a method updatePatientMap(). 

A decision made in Unit 11 was that when the user opens a screen that allows a patient to be 

selected there should always be a patient already selected (unless, of course, there are no 

patients in the hospital.) Also the selected patient ought to be the one that user previously 

selected (in whatever screen) or, if a patient has just been admitted, the new patient. To keep 

track of which patient should be the one selected an instance variable patient is used. This 

will always reference the last Patient object selected or the new Patient if a patient has 

just been admitted. 
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For example, when the treatPatientPanel is opened by clicking on its tab, 

the patientList that it contains (actually patientList1) sets the selected 

patient by using the code 

 patientList1.setSelectedValue(patient.getName(),true); 

Similarly, when the user selects a different patient from this patient list the 

following code updates the patient instance variable. 

 patient = patientMap.get(patientList1.getSelectedValue()); 

SAQ 1 

 (a) What event is triggered when the treatPatientPanel becomes visible (by the 

user clicking on its tab)? 

(b) What event on PatientList1 should cause the patient variable to be 

updated? 

SOLUTION 

(a) The Component event componentShown of treatPatientPanel occurs. 

(b) The Selection event valueChanged occurs when a list selection is changed. 

Giving the second argument 

the value true means that 

the list will automatically 

scroll so that the selected 

item is visible. 


